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System Management as a Control Problem
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Problem description
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Our Aim

 Autonomous System Management

o Self-Aware

• Through monitoring

o Self-Repairing

• Thorough provisioning
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Workflow
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Manual configuration of system supervision
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Deployment of supervisory infrastructure:
- Moderate effort

- Low probability of faults
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Deployment of sensors (local agents/agentless):
- Moderate effort

- Some configuration faults can be introduced

Configuring alerting & diagnostic logic:
- Effort bigger by orders of magnitude

- Faulty configurations due to ad-hoc design



Typical failures of a supervisory system

 Functional behavior

o Directly monitored components: false 
negatives/positives

o Erroneous inferred component states

o Mon. components  granularity of repair actions

o Business requirements  configured alerts

 Nonfunctional behavior

o Delay in diagnosis and alert generation



The Problem of Over-instrumentation

 Large number of 
components

Excessive number of 
measurable metrics
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 Many of them are strongly 
correlated

 Over-instrumentation

o Overly complex rule
set / model
• Verification ?

• Validation ?

• Maintenance ?
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Example
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Metrics gathered on a system component

Database
+ IBM Tivoli 
Monitoring 

Agent

Phenomenological service metrics:
• Average response time
• Failed SQL statements %
• Number of active sessions
• …

„Causal” metrics:
• DB2 status
• Buffer pool hit ratio
• Average pool read/write time
• Average locks held
• Rows read/write rate
• …

Phenomenological resource metrics:
• Average CPU usage
• Average disk I/O usage
• …

No. of database metrics:

MySQL: 12, 
Oracle: 640, 

DB2: 880. 



Evaluation of System Monitoring

 Maintenance of System 
Monitoring Consistency

 Changes
o System

(component 
reconfiguration / failure)

o Metrics

o Monitoring Configuration
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Test infrastructure

 3-tier system

 TCP-W standard
benchmark and
workload

 extensive, OS- and 
middleware-specific 
instrumentation

 centralized monitoring
and data processing
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Our approach
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Metric selection

 A subset that characterizes the system “adequately”

 Precursor to setting up diagnostic rules

 Seek a minimal subset of metrics for an appropriate approximation 
function to assure the fulfilment of the control objective



Variable selection - the dilemma
Linear Entropy based

Objective min E(distance error2) max (shape similarity)

Feature preservation Simple projection More context

Invariance Linear transformation Any bijective function

Main characteristics retained Avarege distance Shape

Plane mirror
•Less details
•Less distortion

Spheric mirror
•More details
•Huge distortion



A-priori knowledge on linear methods

 Little’s Law: L= λ * T (in stable system near-linear relation)
o L: average number of customers in a stable system

o λ long-term average arrival rate, 

o T average time in the system

 Linear Regression

o K: length of the time-window

o N: number of input variables

o Y: objective metric

o W vector of weights, 

o Invariance to level shifts, scaling, etc.
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Principle of clustering

Classic statistics:
• average, 
• best fit 
(entire sample )

Clustering

Qualitatively different regions
• high intracluster
• low intercluster coherence



A-priori knowledge on non-linear methods

 Mutual Information
o The groundlying element of mRMR

o Defined as
• P(x,y): joint probability distribution

• P(x), P(y): marginal probability distributions respectively

o Invariant to bijective transformations

 Neural Networks
o Basically also instuments of weighted sums

• non-linear capabilities

o Universal approximator
• NOTE: their learning process is partly random-based, thus

results with the same inputs may vary
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Our approach
 2. Use regression models 

to predict the control 
objective metric
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Regression models

 Predict the next value of the objective metric

o Allow preventive steps

 Formulate models based on the selected set of inputs

o Model:
• Set of inputs

• Their respective weights

• The formula of calculation



Our approach - Variants

1. Metrics selection: dimension reduction

A. mRMR – minimum redundancy maximum relevance

B. Linear regression (Greedy Forward Selection)

2. Regression models: prediction of the objective 
metric

A. Linear regression

B. Neural network



Experimental results

 ‘F’ - Forward Selection, ‘M’ - mRMR feature selection

 ‘R’ - Linear Regression, ‘N’ - Neural Network, 

 Mean Square Error:  

MSE - RF MSE - RM MSE - NF MSE ïNM

LOW 0.0233 0.0326 1e-30 1e-4

MID 0.0510 0.0887 1.86e-4 1e-29

HIGH 0.2361 0.3139 1e-25 1e-26

VHIGH 0.9309 1.0020 0.7746 0.8111

DROP 0.2806 0.4990 0.0227 0.0516

STEP 0.1908 0.2300 0.0961 0.1818

Explanation:
• Linear regression quickly 
reaches its limits
• The error of neural 
networks tends to decrease 
linearly
• In typical cases, NNs driven 
by linear metric selection 
perform more stable



mRMR for non-linear operation modes

 Abrupt falls in performance at time instants 33, 74, 110 
and 170

 Causes: resource pooling,
swapping, cache miss,…

 The mRMR feature
selection is more 
accurate here



Operational domains

 Normal operational state
o Little’s Law applies Internal relationships tend to be linear

• With some „noise”
– Delayed effects & Stochastic disturbances
– Linear-based metric selection fits better
– But non-linear regression achieves better

 Saturation (over-loaded)
o Objective metrics behave linear again
o Driven by the physical limits of the system

 Degrading state
o The point of interest

• Timely actuation / „fault” prevention

o Seemingly non-linear behaviour
• mRMR metric selection outperforms linear methods
• Has to be verified



Conclusions

 Normal: linear methods

 Degradation: non-linear methods

 Saturation (over-loaded): linear methods

 Switch between models according to bevaiour for supervisory 
control


